
Yurel Watson 

Anna Ritz 

Bio 131 

3 May 2016 

Identifying Origins of Replication Sites in Circular Genomes using a Scoring Method 

In creating this program, I sought to develop a visual way of analyzing the possible 

origins of replication in circular genomes. While most of this legwork can already be done 

by simply looking at a skew graph, my program allows for the quick and efficient creation 

and storage of this skew graph data for later analysis. My program takes the highest and 

lowest skew values in a specified region in a genome and, from this, identifies possible 

origins of replication by scoring data points against the difference of these values. 

The genomes included in this project were sourced from GenBank. Their identities 

and identification numbers are listed later in this document. In my program, the data is 

not altered in any way. The only modification made is when the genome is initially read; 

the program skips the first line as it is only a header and does not contain actual genetic 

information. 

My program can be broken down into 4 sequential parts: Input, Input Processing, 

Printing and Analysis, and Exiting. In the Input section, the name of the .fasta file to be 

analyzed is entered and its genome is transferred to a string. Input Processing then 

iterates through this string and creates a list of indexes and a list of corresponding skew 

values. Note that the term skew denotes a running total of how many Gs or Cs have been 

read so far in a particular genome; Gs raise this score while Cs lower it. After this 



processing is done, we enter the Printing and Analysis section. Here, the user is 

presented the final skew value and length of the skew list we just created – corresponding 

to the amount of nucleotides present in the genome. Now, a graph is created with the 

aforementioned index list and skew values on the x and y-axes, respectively. From here, 

the user can exit the application or continue to analyze the genome. If the user decides 

to continue, the program presents the user with several options to specify their analysis. 

Among these is the degree of difference value, which will be further explained shortly. 

Moving forward, the program then prints the highest and lowest skew values and their 

indexes. The difference between these two skew values are computed through a scoring 

function and then set as the comparison score. This function and score are then used 

to equate the degree of difference value mentioned earlier. This value refers to the 

amount by which our comparison score is multiplied to establish a baseline score which 

all points must meet or pass to be included as a candidate origin of replication. Depending 

on the range of DNA analyzed, this score can restrict or loosen the data points included 

in the analysis. From this point, a graph is created plotting the highest skew value, lowest 

skew value, and other candidate sites. Each item is represented as a blue dot, a green 

dot, and a series of yellow stars, respectively. The program then exits. 

From this project, I’ve learned the following:  

It is possible to visualize skew data and identify candidate origin sites using a 

scoring approach, however, there are some caveats to my current implementation. 

Methodologically, my approach assumes that the origin of replication will be the single 

lowest skew value and all other positions – while possible – are secondary to this. As a 

user, this assumption is misleading and probably not very useful because it asserts that 



the origin of replication is a single, defined point. What would be more accurate – and 

useful – is to consider the points as clusters instead of single, explicit points. 

Also, the current implementation of the scoring function doesn’t take into account 

relative skew ranges. It might be more accurate to compare the scores of candidate origin 

sites against the nearest, tallest point as opposed to the single tallest point in the defined-

range. This would allow us to have candidate sites from all across the defined-range as 

opposed to the sites most similar to – and therefore nearest – the lowest skew value. On 

the other hand, the current scoring implementation returns the points furthest from the 

highest point in our defined-range and this is an overall effective approach. While, in some 

sense, this does limit our candidate site locations, the degree of difference allows for the 

widening of values to be considered as candidate sites. This implementation also ensures 

that our candidate sites are significantly related to our most likely site of replication. 

Overall, the current implementation of the scoring function is strong precisely because it 

compares candidate sites against the difference between the tallest and lowest point. 

Further, I discovered that while there are subtle differences between the skew 

values of different subspecies, the origin of replication generally appears around the same 

part of the genome. 3 subspecies of Salmonella enterica were analyzed. The identities of 

these species and the parameters used in their analysis are as follows: Salmonella 

enterica serovar Typhi Ty2 (Accession: AE014613.1 GI: 29140506), Salmonella enterica 

serovar Paratyphi A ATCC 9150 (Accession: CP000026.1 GI: 56126533), and Salmonella 

enterica serovar Typhi P-stx-12 (Accession: CP003278.1 GI: 374352002). The entirety of 

these genomes were downloaded as .fasta files and analyzed with a degree of difference 

value of .05. Their graphs are as follows: 



 

Figure 1.1 Entire genome of Salmonella enterica serovar Typhi Ty2 (Accession: 

AE014613.1 GI: 29140506) with nucleotide indexes and skew values plotted as x and y-

values, respectively. 



 

Figure 1.2 Entire genome of Salmonella enterica serovar Paratyphi A ATCC 9150 

(Accession: CP000026.1 GI: 56126533) with nucleotide indexes and skew values 

plotted as x and y-values, respectively 



 

Figure 1.3 Entire genome of Salmonella enterica serovar Typhi P-stx-12 (Accession: 

CP003278.1 GI: 374352002) with nucleotide indexes and skew values plotted as x and 

y-values, respectively. 

  



Ultimately, this data appears to show a consistency amongst replication sites 

within this particular species. I have been unable to explain the idiosyncrasies present 

within Typhi Ty2 conclusively, but it is possible that it is an error within either the program 

or the file stored in the GenBank servers. If not that, such a dramatic and consistent 

change in skew value is unprecedented in any tests I’ve run so far. Perhaps even more 

interesting is the consistent return to zero in these idiosyncrasies. Nevertheless, while the 

number of subspecies analyzed is likely not large enough to make any conclusive 

assertions, the fact that the origins of replication all appear to occur within the same 

general area is an interesting detail to consider for future experiments. 

 The analyses performed on the other genomes were meant to ensure the program 

would function as necessary on different genomes. Their identities are listed below: 

achro.txt - Achromobacter xylosoxidans strain FDAARGOS_150 (Accession: 

CP014028.1 GI: 991940861)  

bordetella.txt - Bordetella pertussis strain ATCC:BAA-1335D-5 (Accession: CP014153.1 

GI: 991852837) 

e_coli.txt - Escherichia coli O157:H7 str. Sakai DNA (Accession: BA000007.2 GI: 

47118301) 

geo.txt - Geobacillus sp. C56-T3 (Accession: NC_014206.1 GI: 297528376) 

salmonella.txt - Salmonella enterica subsp. enterica serovar Typhimurium str. LT2 

(Accession: AE006468.2 GI: 973795115) 


